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ABSTRACT
Distributed applications, cloud systems, the Internet of Thi-
ngs, etc. are generating increasing amounts of operational
data, such as CPU loads, thread states, memory consump-
tions, method runtimes, or logs. Many tools continuously
collect and analyze such data that is best represented as
time series. Typical analyses try to find and localize run-
time incidents like outliers, leaks, or trend anomalies. How-
ever, these analyses need an efficient use of storage and a
fast interactive query execution, that general purpose stor-
age systems do not provide: neither storing operational time
series data in general-purpose databases nor in conventional
time series databases fulfills these requirements.

We present Chronix, a novel time series storage that is
optimized for operational time series and that improves the
link between storage and analysis in a dynamic software
analysis toolchain. With Chronix a toolchain not only stores
data 4–33 times faster and it takes 5–171 times less storage
space than with other time series databases, it also executes
queries in 15–74% and analyses in 25–74% of the time.

1. INTRODUCTION
In large scale distributed applications, dynamic software

analysis is gaining importance. Such applications produce
huge amounts of operational data like memory usage statis-
tics, network transfer rates, method runtimes, etc. By means
of dynamic software analysis [2] one has to collect, analyze
and understand this data to keep these applications up and
running.

Fig. 1 shows the three parts of a typical dynamic soft-
ware analysis toolchain: (A) a collection framework, (B) a
time series storage, and (C) an analysis framework. A lot
has been done for (A) and (C); specialized tools for a fine-
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Figure 1: Typical toolchain for dynamic software
analysis: (A) collect single data points, (B) store
them as time series, (C) analyze the time series.

grained, low overhead collection and analysis of operational
data have been developed [3, 7, 9, 12, 13, 16]. But exist-
ing toolchains often rely on mainstream solutions for (B).
Neither general databases nor time series databases special-
ize and optimize for operational time series data. They use
general storage techniques and do not exploit the following
specific characteristics of operational time series data: (a)
many dimensions are common, (b) there is a large range of
expected values along each dimension, (c) the frequencies of
time spans tend to vary a lot (point per micro-second, point
every few hours), and (d) the individual, concrete value of-
ten is of little interest compared to the behaviour of the
series of values.

Chronix is a novel and special purpose time series stor-
age that exploits the specific characteristics and needs of
operational time series. Chronix achieves both an effective
resource consumption and fast query times, even on large op-
erational time series. It can be plugged into existing software
analysis toolchains to speed them up. Its building blocks for
efficient storing and querying are semantic compression, at-
tributes (including pre-computed values) and chunking of
operational time series data, a carefully selected compres-
sion technique, and a multi-dimensional storage.

Sec. 2 covers dynamic analysis toolchains and shows how
Chronix fits into them. The architecture of Chronix is pre-
sented in Sec. 3. A quantitative comparison to other storage
systems and related work follow in Sec. 4 before Sec. 5 con-
cludes.
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Figure 2: Building blocks of Chronix: (1) seman-
tic compression, (2) chunk the time series data, (3)
compress chunks, (4) store them with its attributes.

2. DYNAMIC SOFTWARE ANALYSIS
TOOLCHAINS

A Collection Framework, (A) in Fig. 1, collects opera-
tional data. There is a trade-off between the collection over-
head and the granularity of the harvested information. For
example, the collection overhead for the global CPU load
is very low, whereas method runtimes are more costly to
track. Known collection frameworks use various techniques
and vary with respect to the different sources of operation
data, use cases, and domains [3, 9, 13].

The Time Series Storage (B) holds the collected op-
erational data and often a query language support analysis
queries. Since relational databases are known to be sub-
optimal for storing time series data [6] there are time se-
ries databases, a few of which are widely used [4, 5, 10].
All of them are built for storing general time series and
hence they use general storage concepts like round-robin
databases, generic key-value stores, or wide-column data-
bases.

A Time Series Analysis Framework (C) helps to an-
alyze and understand operational data. It asks the storage
for data, analyzes it, and prepares the results for an eval-
uation. Many domains use time series analysis, each with
specialized use-cases and specific analysis frameworks [7, 12,
16].

The known collection and analysis frameworks are well
proven and tested in production systems and they are opti-
mized and specialized on operational data. But up to now
available toolchains make use of time series databases that
are built for storing general time series data and that use
general storage techniques. Since they do not exploit the
specific characteristics and needs of operational time series
this causes weak storage efficiency and slow query perfor-
mance. The Chronix time series storage is the missing spe-
cific link between collection and analysis of operational data.

3. ARCHITECTURE OF CHRONIX
The key data type of Chronix is called a record. It stores

a chunk of time series data in a compressed binary large ob-
ject. The record also stores technical fields, time stamps for
start and end, that describe the time range of the chunk of
data, and a set of arbitrary user-defined attributes. Storing
records instead of individual pairs of time stamp and value
has two major advantages: (1) a reduced storage demand
due to compression and (2) almost constant query times for
accessing a chunk due to indexable attributes and a constant
overhead for decompression.

The architecture of Chronix has the four building blocks
shown in Fig. 2 that we discuss below. It is well-suited to

the parallelism of multi-core systems. All blocks can work
in parallel to each other to increase the throughput.

Semantic Compression is optional and reduces the a-
mount of time series with the objective of storing fewer
records. It uses techniques that exploit knowledge on the
shape and the significance of a time series to remove irrel-
evant details even if some accuracy is lost, e.g. dimension-
ality reduction through aggregation, or more sophisticated
approaches like Wavelets. Chronix uses the time stamp com-
paction of Shafer et al. [11], but can also be extended with
arbitrary techniques.

Attributes and Chunks breaks down time series into
chunks of n data points that are serialized into c Bytes. It
also calculates the attributes and the pre-calculated values
of the records. Part of this serialization is a novel Date-Delta
Compaction that compares the deltas between time stamps.
It serializes only the value if the aberration of two deltas
is within a defined range, otherwise it writes both the time
stamp and the value to the record’s data field.

Then Basic Compression uses gzip, a lossless compres-
sion technique that operates on c consecutive bytes. Only
the record’s data field is compressed to reduce the storage
demand while the attributes remain uncompressed for ac-
cess. Compression of operational time series data yields a
high compression rate due its value characteristics. In spite
of the decompression costs when accessing data, compression
actually improves query times as data is processed faster.

The Multi-Dimensional Storage holds the records in
a compressed binary format. Only the fields that are nec-
essary to locate the records are visible as so-called dimen-
sions to the data storage system. Queries can then use any
combination of those dimensions to locate records. Chronix
uses Apache Solr [1] as it ideally matches the requirements.
Furthermore Chronix has built-in analysis functions, e.g, a
trend and outlier detector, to optimize operational time se-
ries analyses. These functions are used in several approaches
that detect anomalies in time series data [12, 14, 15].

Chronix can be tuned on training data to find the best
chunk size c and to pick the best compression technique.
More detail on Chronix can be found in [8].

4. EVALUATION
This evaluation compares the write throughput, storage

efficiency, and query performance of an example toolchain
that employs Chronix or another time series storage (Graph-
ite [4], InfluxDB [5], and OpenTSDB [10]). Graphite inter-
nally uses a round-robin database and encodes the attributes
in a dot-separated name of the time series, InfluxDB uses a
key-value store and stores attributes in key-value pairs per
series, and OpenTSDB is based on a wide-column database
and stores attributes in key-value pairs.

For the benchmark we store operational time series data
of three real-world projects in each database (write through-
put), measure the storage demand on disk, and execute 72
queries collected in real-world analyses. For the evaluation,
we randomly retrieve 20 · 72 time ranges of size r (in days)
from the databases to stabilize the results.

All measurements were conducted on a server (Intel Xeon
E5-2650L v3 CPU, 16 GB RAM, 160 GB SSD, Ubuntu
14.04.2x64) and each database is configured as single node.

Write Throughput. For the tree projects, Table 1 shows
the write throughput for storing the raw time series data into
the databases, using their HTTP interfaces.



Table 1: Write throughput in MByte/seconds.
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1 129 4.96 2.74 0.61 11.73 11.73

2 5,400 5.24 2.69 0.63 21.26 22.88

3 9,600 4.19 2.73 0.55 22.86 24.12

avg 5,043 4.80 2.72 0.59 18.61 19.58

Table 2: Storage demands in MBytes.

P
ro

je
ct

C
SV

G
ra

ph
it
e

In
flu

xD
B

O
pe

nT
SD

B

C
hr

on
ix

C
hr

on
ix

(S
C
)

1 129 758 144 254 4 2

2 5,400 14,000 11,000 263 226 74

3 9,600 26,000 21,000 758 632 162

total 15,129 40,758 32,144 1,275 862 238

With Chronix, the toolchain’s write throughput is 4-33
times higher than with the other times series databases. The
main reasons are different underlying storages and that the
others lack compression or ship single data points (Graphite).

Storage Efficiency. Table 2 lists the storage demands
of the data in the various time series databases, including
index files.

Even without Semantic Compression (SC), Chronix achie-
ves a compression rate of 94% and takes only 68% of the
storage of the best alternative. With Semantic Compression
enabled, Chronix can further lower the storage demands by
almost a factor of 4. In total, by employing Chronix instead
of a general purpose time series database a toolchain takes
5–171 times less space.

Query Performance. Table 3 shows in the upper part
the query time of the 20 · 72 queries. For a query q of size
r we do not pick a time series that is shorter than r.

With Chronix (especially with Semantic Compression (SC)
engaged) the toolchain yields the fastest query performance
and can save 26–85% of the total access times on the query
mix, compared to a toolchain that employs one of the other
time series databases.

The lower part of Table 3 shows the times for an outlier
and a trend analysis using the inter quartile range and a lin-
ear regression. For these analyses, the toolchain can exploit
Chronix’ built-in query functions (e.g. q=metric:myMetric

&fq={!ANALYZE detect=trend}) whereas a few basic queries
need to be used instead when general purpose time series
databases are used. This speeds up things by 26–75%.

5. CONCLUSION
Typical toolchains for dynamic software analysis suffer

from the lack of a specialized time series storage. Chronix
is such a novel storage that is targeted towards operational
time series and clearly outperforms related time series data-
bases in terms of storage demands and query runtimes. When
plugged into toolchains Chronix can not only import data
4–33 times faster and reduce storage demands by a factor
of 5–171. It can also save 26–85% of the query times and
executes specific analyses 26–75% faster.

Table 3: Query times for 20 · 72 queries in sec.
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1 30 12.3 20.4 12.8 12.3 10.2

7 30 15.1 100.3 30.3 13.6 11.0

14 10 5.5 33.6 10.7 4.5 3.8

91 2 2.3 17.7 4.2 1.1 0.9

total 35.2 172.0 58.0 31.5 25.9

Outlier 48.6 95.1 66.5 41.2 36.3

Trend 41.3 175.3 62.7 35.7 30.1

total 89.9 270.4 129.2 76.9 66.4

Chronix is open source. See http://www.chronix.io/. We
also plan to publish the benchmark and the data set as open
source. Currently, Chronix is a proof of concept but we are
committed to create a production-ready release.
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