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Abstract
Business process management and automation has been
the focus of intense research for a long time. Today,
a plethora of process languages for specifying and im-
plementing process models have evolved. Examples
for such languages are established international stan-
dards, such as BPEL 2.0 or, more recently, BPMN 2.0.
Implementations of these standards which are able to
execute models, so called process engines, differ in their
quality of service, e.g., in performance or usability, but
also in the degree to which they actually implement a
given standard. Selecting the “best” engine for a par-
ticular use case is hard, as none of the existing process
standards features an objective certification process to
assess the quality of its implementations. To fill this
gap, we present the current achievements in process
engine benchmarking and point out future directions.
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1 Introduction
The field of business process management (BPM) forms
an umbrella for a variety of research areas, ranging from
managerial challenges to application engineering [23].
Among these fields are the modeling and automation of
processes using process-aware technologies specifically
dedicated to this task. This has led to the development
of a multiplicity of process languages and standards [19]
that can be used for specifying process models. A sub-
set of these languages allow to specify models that are
intended for execution in specific runtime environments,
called process engines. Typically, multiple alternative
engines are available for a given process language. The
user of the language can implement process models
as defined in the language specification and has to se-
lect the best-fitting engine for execution. Naturally, a
variety of properties can form the basis for this selec-
tion, such as pricing, performance, usability, or actual
language support.

The problem in this setting is that it is hard for a
potential user to meaningfully judge these properties for
a given set of engines, due to the inherent complexity
of such software products. In general, this selection
problem is not new, and exists in similar fashion for any

sufficiently sophisticated software tooling or technol-
ogy, such as application servers or ERP systems. One
technique to support a meaningful decision for an end
user is benchmarking [22], which in this case resolves to
process engine benchmarking. Enabling benchmarking
of state-of-the-art engines for widely used process stan-
dards and for a comprehensive set of quality properties
is the long term goal of our work. To this end, we
are developing the BPEL/BPMN engine test system
(betsy), which implements a comprehensive benchmark
for process engines1. The development of betsy is in
progress for more than three years already and, by now,
more than a dozen engines in a variety of revisions
are integrated in a fully automated and reproducible
benchmarking process.

This paper is a revised version of [6] and extends it
in several directions: a) a mapping of the process engine
capabilities betsy can benchmark to software quality
characteristics defined by the product quality model
of ISO/IEC 25010:2011 [15] in Sect. 3.2, b) an outline
of usage scenarios of betsy for various stakeholders ac-
cording to ISO/IEC 25051:2014 [17] in Sect. 3.3, and,
c) a discussion of industry initiatives for process engine
benchmarking in Sect. 2.

The remainder of the paper is structured as follows:
We briefly discuss requirements for benchmarking and
related approaches for process engine benchmarking in
Sect. 2. Next, we detail the current status of betsy and
how it has evolved since its first public release in 2012
in Sect. 3 and, in Sect. 4, how we plan to evolve betsy
even further. The paper is summed up in Sect. 5.

2 Related Work
Benchmarking of IT products is not a new phe-
nomenon and various studies on this topic can be found,
e.g., [2, 14, 22]. Requirements for “good”, i.e., valid,
benchmarks can be found in [14]: Overall, a benchmark
should measure relevant aspects to be able to provide
substantial answers to the investigated research ques-
tions. Benchmarking process engines is a relevant topic
as there are no certification authorities to check claimed
compliance promises. As a result, each vendor can claim
that his product conforms to a standard without the

1The tool itself is available at https://github.com/
uniba-dsg/betsy.
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need to actually prove it. Moreover, further criteria
are relevant for users of BPM products, such as ease
of installation, portability, or conformance to static
analysis rules. However, [14] lists other requirements
for benchmarks which might conflict with the aspect
of relevance. A benchmark should also be repeatable,
fair, verifiable and economical. For betsy, those four
requirements are fulfilled: betsy is Open Source and
fully automated, which allows for repeated test execu-
tion. Moreover, most of the tested engines are freely
available and directly integrated, which enables every
interested party to execute the tests without economic
barriers. As the benchmark in betsy is inferred from
standard documents, which define relevant aspects, and
not from concrete software tooling, it does not give
an advantage to some engines but is fair. Due to the
openness of the standard texts and our freely avail-
able implementation the correctness of betsy is open to
scrutiny, fostering verifiability.

Apart from these general aspects, there are two
recent academic approaches regarding process engine
benchmarking, which are more closely related to our
work. One is the benchflow project [5, 21]. Their latest
work [5] evaluates the performance of two anonymized
open source BPMN 2.0 engines within a container-
based environment. By using container-based environ-
ments, the authors follow the recommended approach
to achieve reproducible research and benchmarks [2].
However, directly reusing the concepts and artifacts
generated by this approach is not useful for the scope of
our tests, as measuring performance requires far more
complex infrastructure apart from the actual engines
under test to generate sensible workloads and to ensure
the validity of the results [14]. The second approach [3]
presents a method to evaluate BPM systems with the
aim of selecting the best fitting one for a list of require-
ments. In a series of case studies, the authors evaluate a
large list of open source and proprietary systems imple-
menting three different process languages. In contrast
to our work, this evaluation is on a more abstract level
and the engine evaluation is not automated.

Benchmarking approaches for process engines also
exist in industry. For instance, the BPMN engine ven-
dor camunda provides a performance testing framework
for their own process engine2. This framework is based
on the benchmarking project of the activiti engine3. In
contrast to our work, their focus is to assess the relative
effects of code changes on the performance characteris-
tics of the engine. Similar to betsy, their benchmark is
fully automated.

3 The Current State of betsy
The tool betsy is freely available and licensed under
the LGPL v3. Currently, it is capable of benchmark-

2https://github.com/camunda/camunda-bpm-platform/
tree/master/qa/performance-tests-engine

3See http://www.jorambarrez.be/blog/2012/06/28/
the-activiti-performance-showdown/

ing three BPMN engines in thirteen different versions
with 135 tests and seven BPEL engines in 16 different
versions, two of them also in an in-memory configura-
tion, with 1110 tests. In this section, we outline the
capabilities of betsy according to four dimensions in
Sect. 3.1, classify the engine capabilities betsy is able to
benchmark in Sect. 3.2, and conclude with an outline
of use cases of betsy in Sect. 3.3.

3.1 The Four Dimensions of betsy

Table 1: The Four Dimensions of betsy
Dimensions Characteristic Publications

Process BPEL 2.0 [9–13,18]
Languages BPMN 2.0 [7, 8]
Process Engine Feature Conformance [7–10]
Capabilities Static Analysis Conf. [12]

Expressiveness [8, 10]
Robustness [11]
Installability [18]

Process Engine Open Source Engines [7–13,18]
Types Proprietary Engines [10]
Process Engine Bare Metal Environment [7–12,18]
Environments Virtual Environment [13]

The current state of betsy can be described according
to four dimensions: 1) process languages, 2) process en-
gine capabilities, 3) process engine types and 4) process
engine environments. An overview is given in Table 1.
The dimension process language is reflected in the betsy
acronym. Although the acronym never changed, its
meaning has evolved from BPEL engine test system to
BPEL/BPMN engine test system, since betsy is able to
evaluate process engines implementing the process lan-
guages BPEL [20] or BPMN [16]. The dimension process
engine capabilities describes the features of the process
engine that are tested. At first, betsy was used to evalu-
ate feature conformance, but over time it was extended
to assess static analysis conformance, expressiveness,
robustness, and installability of process engines. The
third dimension process engine types investigates which
type of process engine is put under scrutiny, being ei-
ther an open source or a proprietary process engine.
The last dimension process engine environments refers
to the ability to benchmark process engines in a bare
metal environment or a virtual environment, such as in
a virtual machine or a container.

3.2 Classification of Engine Capabilities
The purpose of benchmarking process engine capabil-
ities is to gather information about the quality of an
engine. The software quality characteristics betsy tar-
gets can be identified using the widely accepted product
quality model defined in the ISO/IEC 25010:2011 stan-
dard [15]. Table 2 outlines the mapping between the
engine capabilities betsy can benchmark and the cor-
responding quality characteristics. For four out of the
eight quality characteristics of [15], at least one of the
sub-characteristics can be evaluated by betsy directly.
This shows the versatile application of betsy as an eval-
uation platform. The focus of the current version of
betsy lies on functional suitability and portability. By
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benchmarking feature conformance, betsy provides data
for functional completeness, functional correctness, and
replaceability, making it the most influential bench-
marked engine capability, followed by expressiveness
which helps to determine functional suitability as well.
Both installability and static analysis conformance have
their direct counterpart in the quality model [15]. Fault
tolerance is covered by betsy’s capability to evaluate
robustness. What is more, the quality characteristic
maintenance with its sub-characteristic testability is
indirectly addressed, as betsy performs automated tests
which inherently require a certain form of testability.

Table 2: Classification of Engine Capabilities
Quality Characteristic Engine Capabilities

functional suitability
functional completeness feature conformance, expressiveness
functional correctness feature conformance, expressiveness
usability
user error protection static analysis conformance
resilience
fault tolerance robustness
portability
installability installability
replaceability feature conformance

3.3 Use Cases of betsy
Process engines are software products that can be down-
loaded, installed, and used directly. Thus, they corre-
spond to ready to use software products (RUSP) in the
sense of the ISO/IEC 25051:2014 standard [17]. This
standard defines requirements for RUSP and instruc-
tions on how to evaluate such requirements. In this con-
text, [17] specifies different stakeholders, i.e., vendors,
(potential) users, certification bodies, testing laborato-
ries, and accreditation bodies, for whom a tool like betsy
is useful for a variety of different purposes [17, p. 1].
Certification bodies can define certification schemes,
i.e., benchmarks, which are used by testing laborato-
ries to determine whether an engine fulfills a specific
certification. Both, certification bodies and testing
laboratories, can be accredited through accreditation
bodies. Vendors can use betsy to assess and improve
the quality of their engines and product information,
declare conformance towards an existing standard, or
apply for certificates. Furthermore, potential users can
check whether their requirements are met by the engine
and/or its product information, and whether it is certi-
fied as required. Thus, betsy is a valuable tool for the
evaluation of process engines as RUSP.

4 Future Directions
To support the use cases of betsy, we aim to extend it
in various directions. Our plans are detailed along the
four dimensions outlined in Sect. 3.1.

Dimension process language: The field of pro-
cess standards is vast [19] and in constant evolution.
The relevance of a process engine benchmarking sys-
tem depends on the relevance of the language it sup-
ports. Currently, betsy supports BPEL 2.0 [20] and

BPMN 2.0 [16]. Arguably, these two languages are
sufficient at the moment, since there is no competing
standard that equally targets the execution of process
models on process engines.

Dimension process engine capability: For
BPEL 2.0 engines, betsy already covers a large variety
of engine capabilities [9–13,18]. With the emergence of
BPMN 2.0, we have started to benchmark the feature
conformance and expressiveness of BPMN 2.0 engines
as well [7, 8]. Our current goal is to fill in open gaps by
benchmarking BPMN 2.0 engines for the same set of
capabilities as for BPEL 2.0 engines.

In addition, it would be desirable to increase the set
of covered engine capabilities along the different quality
characteristics of the ISO/IEC 25010:2011 standard [15].
Especially performance efficiency is of interest since the
performance of process execution heavily relies on the
performance of the engine used [4]. Performance has
always been an important criterion for software selection
and evaluation [24]. The conformance results of betsy
can be used to determine sensible workload models that
lead to fair and reproducible benchmarks. Existing test
suites, e.g., of workflow control-flow patterns, could
be used as workload models for performance micro-
benchmarks.

Dimension process engine type: The market of
process engines can currently be separated into propri-
etary and open source engines. In academic research,
the usage of open source tooling is more common, due
to a more permissive access that does not involve costs.
As a result, most analyses of process engines focus pri-
marily on open source engines, e.g. [7–9,11–13,18]. In
contrast, work that explicitly compares these two types
of process engines is rare, e.g. [10]. This is problematic,
since, to the best of our knowledge, there is no indi-
cation that the usage of process engines is dominated
by open source solutions. Instead, there are plenty of
proprietary engines available, including products by
large multi-national enterprises with a huge customer
base world-wide. A blind spot regarding the evaluation
of proprietary engines in research is problematic, as
potentially, the quality of such engines might be vastly
different. An omission of these tools could result in
wrong and unfounded conclusions that are not gener-
alizable. This danger is especially valid for practical
studies that depend on particular engines.

It is our intention to extend betsy to support the
benchmarking of more proprietary engines. This is most
important for BPMN engines, where no proprietary
implementations are supported so far. The biggest
obstacle in this endeavor is the licensing strategy of
many vendors. Pseudonymization of research results,
as used in [10], is a way to relieve restrictions, given
academic licenses are available.

Dimension process engine environment: For
reproducible research and reproducible benchmarks
alike, it is paramount that results are correct and their
computation is repeatable [2]. Currently, we use a fresh



engine installation for every test, ensuring test isolation
and an absence of side-effects. Furthermore, betsy is
fully automated and, therefore, provides reproducible
results. To achieve an even higher degree of isolation,
we aim to use Docker containers and images to capture
and fix the benchmark environment, which makes it
easier to repeat the benchmark. If vendors use betsy to
improve the quality of their engines, it is paramount
that the benchmark executes quickly to ensure fast
feedback cycles [1]. To circumvent the long engine in-
stall and startup procedures, we restored snapshots of
virtual machines in [13], reducing benchmark duration
drastically. To reduce this time even further, we suggest
cutting down unnecessary waiting time by calibrating
timeouts required during testing to better match the ac-
tual system performance. Also parallel and distributed
test execution forms a promising area of future work.

5 Conclusion
In this paper, we have presented a roadmap for process
engine benchmarking using the betsy system. We delin-
eated dimensions for engine benchmarking and outlined
what has been achieved so far in these dimensions with
betsy. Moreover, we mapped the capabilities evaluated
by betsy to notable software quality characteristics and
outlined use cases of the tool for various stakeholders.
We discussed gaps in current work and identified po-
tentials for future work in the area of process engine
benchmarking. By filling these gaps in the future, we
hope to support process engine users in a meaningful
decision when selecting an engine. To help users with
such decisions, we are planning to publish all bench-
mark results as an interactive website. Furthermore,
our work could help process engine vendors to enhance
the quality of their products, and even the quality of
the product information and documentation.
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